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Background 
Models learned from data are helpful to do inference and make predictions, but they are often 
very complex to understand. Hence, it is difficult to learn about data just by fitting a model and 
considering the parameters and the interactions. Pattern mining is based on the premise that 
local models that give a description for only a part of the data can be both accurate and simple 
enough to interpret directly. However, computational challenges arise as it requires both 
choosing a subset of data as well as inference of a local model. 
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Figure 1: In the 2009 elections in Germany, as the top subgroup our algorithms identifies the pattern that in 
regions with relatively few children, the voting pattern is starkly different from the average. In this case, the 
pattern co-incides with a non-coded variable: the regions correspond almost fully to former east Germany. 

1. Subgroup discovery addresses the problem that we want to find a model to predict a specific 
variable using simple local models. We developed an algorithm to find subgroups in tabular 
data of mixed types, where the target variable is numeric or a set of numeric variables [1]. 
For example, we may want to model election results by considering the demography of 
voting regions, as shown in Figure 1 for the German elections of 2009. 

2. We also used the idea of subgroup discovery to find explainable communities in graphs, and 
notably also pairs of vertex sets that have a simple description and that are either 
unexpectedly densely or sparsely connected to each other [2]. 

3. Rather than considering the edge densities as in community detection, it is interesting to 
find subgraphs that have simple descriptions (such as ‘all vertices with two steps from some 
vertex X’) and where the vertices are special in a specific manner, e.g., where some attribute 
has surprisingly high or low values. SIAS-Miner allows one to achieve this efficiently [3]. 

4. Another relevant structure that we explored is trees that connect a set of query nodes 
through paths that are surprising given a background model [4]. 
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Figure 2: From data such as FourSquare, we may get aggregate counts for regions and try to describe what 
is special about them. This data contains a hierarchical structure (American Restaurants are a type of Food 
Establishment, etc.) that needs to be accounted for. These are descriptions for Amsterdam and London from 
FourSquare data, and a comparison of French and American cuisine from OpenFoodFacts [5]. 

5. Figure 2 shows several patterns that can be mined from count data that is associated to 
objects forming a hierarchy. We considered how to develop a background model, do 
appropriate inference, and mine patterns on this data, implemented in MICA-Miner [5]. 

6. SIMIT implements mining pattern on time series (see the Summary on Time Series) [6]. 

7. Pattern mining often requires solving combinatorial optimization problems. A notable 
approach is sampling informative patterns directly [7]. Unfortunately, we found this 
approach suffers from problems that may be impossible to resolve. Another approach that 
we studied is branch and bound using constraint programming. Although challenging to 
implement, we may achieve huge gains in computation time [8]. 

8. Pre-dating our work on pattern mining on graphs, P-N-RMiner identifies surprising fully 
connected subsets from relational databases [9]. 

9. Finding a set of patterns that give a sufficiently complete description of the data is known as 
pattern set mining. We may evaluate the completeness in various manners. An approach 
developed by us is to use statistical testing: we evaluate whether the combination of 
patterns leads to the model and the data being sufficiently indistinguishable, judged by a p-
value, and we can try to find the smallest set that does so, forming the simplest model [10]. 
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